Appendix B4. Detailed Methodology
Technical Document
1 Microsimulation framework
Our simulation consists of two modules. The first module calculates the predictions of risk factor trends
over time based on data from rolling cross-sectional studies. The second module performs the
microsimulation of a virtual population, generated with demographic characteristics matching those of
the observed data. The health trajectory of each individual from the population is simulated over time
allowing them to contract, survive or die from a set of diseases or injuries related to the analysed risk
factors. The detailed description of the two modules is presented below.

1.1 Module one: Predictions of BMI and tobacco consumption over time
The four risk factors (RF) analysed in the model are BMI, tobacco consumption, albuminuria and eGFR, as
described in Table 1.
Table 1 Description of the categories used for the three risk factors of interest (BMI, tobacco
consumption, albuminuria and eGFR)
Risk factor (RF)
BMI

Number of
categories (N)
3

Categories

BMI < 25 kg m-2 (normal weight)
BMI from 25 to 29.99 kg m-2 (overweight)
BMI ≥ 30 kg m-2 (obesity)
Tobacco
2
Non-smoker
Smoker
Albuminuria
3
Albumin <30 mg/24h
Albumin 30 and 300 mg/24h
Albumin >300 mg/24hr
eGFR
6
eGFR > 90 mL/min/1.73m2
eGFR from 60 to 90 mL/min/1.73m2
eGFR from 45 to 59.99 mL/min/1.73m2
eGFR from 30 to 44.99 mL/min/1.73m2
eGFR from 15 to 29.99 mL/min/1.73m2
eGFR < 15 mL/min/1.73m2
For the RF, let N be the number of categories for a given risk factor, e.g. N = 3 for BMI. Let 𝑘 = 1, 2, …, N
number these categories and 𝑝𝑘 (𝑡) denote the prevalence of individuals with RF values that correspond
to the category 𝑘 at time t. We estimate 𝑝𝑘 (𝑡) using multinomial logistic regression model with
prevalence of RF category 𝑘 as the outcome, and time t as a single explanatory variable. For 𝑘 < 𝑁, we
have
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The prevalence of the first category is obtained by using the normalisation constraint ∑𝑁
𝑘=1 𝑝𝑘 (𝑡) = 1.
Solving equation (1.1) for 𝑝𝑘 (𝑡), we obtain
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which respects all constraints on the prevalence values, i.e. normalisation and [0, 1] bounds.
In the case of albuminuria and eGFR the projections were assumed to be constant over time (β 1=0). The
mean prevalence across all of the available datasets for each measure (albuminuria and eGFR) was used
to approximate the β0 coefficients for each 5 year age and sex group.
1.1.1 Multinomial logistic regression for risk factors BMI and tobacco consumption
Measured data consist of sets of probabilities, with their variances, at specific time values (typically the
year of the survey). For any particular time the sum of these probabilities is unity. Typically such data
might be the probabilities of normal weight, overweight and obese as they are extracted from the survey
data set. Each data point is treated as a normally distributed 1 random variable; together they are a set of
N groups (number of years) of K probabilities {{ti, ki, ki |k[0,K-1]} | i[0,N-1]}. For each year the set of
K probabilities form a distribution – their sum is equal to unity.
The regression consists of fitting a set of logistic functions {pk(a, b, t)|k[0,K-1]} to these data – one
function for each k-value. At each time value the sum of these functions is unity. Thus, for example, when
measuring obesity in the three states already mentioned, the k = 0 regression function represents the
probability of being normal weight over time, k = 1 the probability of being overweight and k = 2 the
probability of being obese.
The regression equations are most easily derived from a familiar least square minimization. In the
following equation set the weighted difference between the measured and predicted probabilities is
written as S; the logistic regression functions pk(a,b;t) are chosen to be ratios of sums of exponentials
(This is equivalent to modelling the log probability ratios, pk/p0, as linear functions of time).
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The parameters A0, a0 and b0 are all zero and are used merely to preserve the symmetry of the
expressions and their manipulation. For a K-dimensional set of probabilities there will be 2(K-1)
regression parameters to be determined.
For a given dimension K there are K-1 independent functions pk – the remaining function being
determined from the requirement that complete set of K form a distribution and sum to unity.
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Depending on the circumstances this assumption will be more or less accurate and more or less necessary. In
general, it is both extremely useful and accurate. For simple surveys the individual Bayesian prior and posterior
probabilities are Beta distributions – the likelihood being binomial. For reasonably large samples, the
approximation of the beta distributions by normal distributions is both legitimate and a practical necessity. For
complex, multi-PSU, stratified surveys, it is again assumed that these base probabilities are approximately
normally distributed and, again, it is an assumption that makes the analysis tractable.
Depending on the nature of the raw data set it may be possible to use non-parametric statistical methods for
this analysis. This is possible for the HSE and GHS data sets of this study but when this has been done the
authors can report no discernible difference in the results.
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Note that the parameterization ensures that the necessary requirement that each pk be interpretable as a
probability – a real number lying between 0 and 1.
The minimum of the function S is determined from the equations
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The values of the vectors a, b that satisfy these equations are denoted a





ˆ ; t , for the separate probabilities. The confidence intervals for the trend lines are derived most
pk aˆ , b
easily from the underlying Bayesian analysis of the problem.
1.1.2 Bayesian interpretation
The 2K-2 regression parameters {a,b} are regarded as random variables whose posterior distribution is
proportional to the function exp(-S(a,b)). The maximum likelihood estimate of this probability
distribution function, the minimum of the function S, is obtained at the values aˆ , bˆ . Other properties of
the (2K-2)-dimensional probability distribution function are obtained by first approximating it as a (2K2)-dimensional normal distribution whose mean is the maximum likelihood estimate. This amounts to
expanding the function S(a,b) in a Taylor series as far as terms quadratic in the differences
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The (2K-2)-dimensional covariance matrix P is the inverse of the appropriate expansion coefficients. This
matrix is central to the construction of the confidence limits for the trend lines.
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1.1.3 Estimation of the confidence intervals
The logistic regression functions pk(t) can be approximated as a normally distributed time-varying
random variable
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Denoting mean values by angled brackets, the variance of pk is thereby approximated as
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When K=3 this equation can be written as the 4-dimensional inner product
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where Pcdij  c i  cˆ i  d j  dˆ j
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The 95% confidence interval for pk(t) is centred given as

pˆ k t   1.96 k t , pk t   1.96 k t .
1.2 Module two: Microsimulation
1.2.1 Microsimulation initialisation: birth, disease and death models
Simulated people are generated with the correct demographic statistics in the simulation’s start-year. In
this year women are stochastically allocated the number and years of birth of their children – these are
generated from known fertility and mother’s age at birth statistics (valid in the start-year). If a woman
has children then those children are generated as members of the simulation in the appropriate birth
year.
The microsimulation is provided with a list of relevant diseases. These diseases used the best available
incidence, mortality, survival, relative risk and prevalence statistics (by age and gender). Individuals in
the model are simulated from their year of birth (which may be before the start year of the simulation).In
the course of their lives, simulated people can die from one of the diseases caused by obesity or smoking
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that they might have acquired or from some other cause. The probability that a person of a given age and
gender dies from a cause other than the disease are calculated in terms of known death and disease
statistics valid in the start-year. It is constant over the course of the simulation. The survival rates from
BMI/tobacco-related diseases will change as a consequence of the changing distribution of BMI or
smoking level in the population.
The microsimulation incorporates a sophisticated economic module. The module employs Markov-type
simulation of long-term health benefits, health care costs and cost-effectiveness of specified interventions.
It synthesises and estimates evidence on cost-effectiveness analysis and cost-utility analysis. The model is
used to project the differences in quality-adjusted life years (QALYs), direct and indirect lifetime healthcare costs and as a consequence of interventions incremental cost effectiveness ratios (ICERs) over a
specified time scale. Outputs can be discounted for any specific discount rate.
This section provides an overview of the initialisation of the microsimulation model and will be expanded
upon in the next sections.
1.2.2 Population models
Populations are implemented as instances of the TPopulation C++ class. The TPopulation class is created
from a population (*.ppl) file. Usually a simulation will use only one population but it can simultaneously
process multiple populations (for example, different ethnicities within a national population).
1.2.2.1 Population Editor
The Population Editor Allows editing and testing of TPopulation objects.
The population is created in the start-year and propagated forwards in time by allowing females to give
birth. An example population pyramid which can be used when initialising the model is shown in Figure 1
shows the population distribution in 2015, in England used in the initialisation of the model.

Figure 1 Population pyramid in 2015 in the UK
People within the model can die from specific diseases or from other causes. A disease file is created
within the program to represent deaths from other causes. The following distributions are required by
the population editor (Table 2).
Table 2 Summary of the parameters representing the distribution component
Distribution name
MalesByAgeByYear
FemalesByAgeByYear
BirthsByAgeofMother

symbol
𝑝𝑚 (𝑎)
𝑝𝑓 (𝑎)
𝑝𝑏 (𝑎)

note
Input in year0 – probability of a male having age a
Input in year0 – probability of a female having age a
Input in year0 – conditional probability of a birth at age a| the
mother gives birth.
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𝑝 (𝑛)

NumberOfBirths

TFR, Poisson distribution, probability of giving birth to n
children

1.2.2.2 Birth model
Any female in the child bearing years {AgeAtChild.lo, AgeAtChild.hi} is deemed capable of giving birth. The
number of children, n, that she has in her life is dictated by the Poisson distribution 𝑝 (𝑛) where the mean
of the Poisson distribution is the Total Fertility Rate (TFR) parameter 2.
The probability that a mother (who does give birth) gives birth to a child at age a is determined from the
BirthsByAgeOfMother distribution as 𝑝𝑏 (𝑎). For any particular mother the births of multiple children are
treated as independent events, so that the probability that a mother who produces N children produces n
of them at age a is given as the Binomially distributed variable,
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The probability that the mother gives birth to n children at age a is
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Performing the summation in this equation gives the simplifying result that the probability pb(n at a) is
itself Poisson distributed with mean parameter 𝜆𝑝𝑏 (𝑎),
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Thus, on average, a mother at age 𝑎 will produce 𝜆𝑝𝑏 (𝑎) children in that year.
The gender of the children3 is determined by the probability pmale=1-pfemale. In the baseline model this is
taken to be the probability Nm/(Nm+Nf).
The Population editor’ menu item Population Editor\Tools\Births\show random birthList creates an
instance of the TPopulation class and uses it to generate and list a (selectable) sample of mothers and the
years in which they give birth.
1.2.2.3 Deaths from modelled diseases
The simulation models any number of specified diseases some of which may be fatal. In the start year the
simulation’s death model uses the diseases’ own mortality statistics to adjust the probabilities of death by
age and gender. In the start year the net effect is to maintain the same probability of death by age and
gender as before; in subsequent years, however, the rates at which people die from modelled diseases
will change as modelled risk factors change. This the population dynamics sketched above will be only an
approximation to the simulated population’s dynamics. The latter will be known only on completion of
the simulation.
1.2.3 The risk factor model
The distribution of risk factors (RF) in the population is estimated using regression analysis stratified by
both sex S = {male, female} and age group A = {0-9, 10-19, ..., 70-79, 80+}. The fitted trends are
extrapolated to forecast the distribution of each RF category in the future. For each sex-and-age-group
2
3

This could be made to be time dependent; in the baseline model it is constant.
The probability of child gender can be made time dependent.
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stratum, the set of cross-sectional, time-dependent, discrete distributions 𝐷 = {𝑝𝑘 (𝑡)|𝑘 = 1, … 𝑁; 𝑡 > 0},
is used to manufacture RF trends for individual members of the population.
We model different risk factors, some of which are continuous (such as BMI) and some are categorical
(smoking status) – see Table 1.
1.2.3.1 Continuous risk factors
In the case of a continuous RF, for each discrete distribution 𝐷 there is a continuous counterpart. Let 𝛽
denote the RF value in the continuous scale and let 𝑓(𝛽|𝐴, 𝑆, 𝑡) be the probability density function of 𝛽 for
age group 𝐴 and sex 𝑆 at time 𝑡. Then
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(1.14)

k

Equations (1.2) and (1.14) both refer to the same quantity. However, equation (1.14) uses the definition
of the probability density function to express the age-and-sex-specific percentage of individuals in RF
category k at time t. Equation (1.2) gives an estimate of this quantity using equation (1.1) for all k = 0, …,
N. The cumulative distribution function of 𝛽 is
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At time t, a person with sex 𝑆 belonging to the age group 𝐴 is said to be on the 𝑝–th percentile of this
distribution if 𝐹(𝛽|𝐴, 𝑆, 𝑡) = 𝑝/100. Given the cross-sectional information from the set of distributions 𝐷,
it is possible to simulate longitudinal trajectories by forming pseudo-cohorts within the population. A key
requirement for these sets of longitudinal trajectories is that they reproduce the cross-sectional
distribution of RF categories for any year with available data. The method adopted here and in the earlier
Foresight report (1) is based on the assumption that person’s RF value changes throughout their lives in
such a way that they always have the same associated percentile rank. As they age, individuals move from
one age group to another and their RF value changes so that they have the same percentile rank but of a
different RF distribution. In a nutshell, we assume (in accordance with research on the long-term success
rate in dieting) that relatively fat people will remain relatively fat and relatively thin people will remain
relatively thin. Crucially it meets the important condition that the cross-sectional RF distributions
obtained by simulation match the RF distributions of the observed data.
The above procedure can be explained using the example of the BMI distribution. The BMI distributions
are known for the population stratified by sex and age for all years of the simulation (by extrapolation of
fitted model, see equation (1.1)). A person who is in age group 𝐴 and who grows ten year older will at
some time move into the next age group 𝐴′ and will have a BMI that was described first by the
distribution 𝑓(𝛽|𝐴, 𝑆, 𝑡) and then at the later time 𝑡′ by the distribution 𝑓(𝛽|𝐴′, 𝑆, 𝑡′). If the BMI of that
individual is on the 𝑝-th percentile of the BMI distribution, their BMI will change from 𝛽 to 𝛽′ so that

 p

  F 1 
|A, S , t 
 100


(1.16)

 p  
   F 1 
|A , S , t      F 1  F (  | A, S , t )|A, S , t 
 100
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Where 𝐹 −1 is the inverse of the cumulative distribution function of 𝛽, which we model with a continuous
uniform, normal or lognormal distribution (depending on the risk factor) within the RF categories (see
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Table 1). Equation (1.17) guarantees that the transformation taking the random variable 𝛽 to 𝛽′ ensures
the correct cross-sectional distribution at time 𝑡′.
The microsimulation first generates individuals from the RF distributions of the set 𝐷 and, once
generated, grows the individual’s RF in a way that is also determined by the set 𝐷. It is possible to
implement equation (1.17) as a suitably fast algorithm.
1.2.3.2 Categorical risk factors
Smoking is the categorical risk factor. Each individual in the population may belong to one of the three
possible smoking categories {never smoked, ex-smoker, smoker} with their probabilities {p0, p1, p2}. These
states are updated on receipt of the information that the person is either a smoker or a non-smoker. They
will be a never-smoker or an ex-smoker depending on their original state (an ex-smoker can never
become a never-smoker).
The complete set of longitudinal smoking trajectories and the probabilities of their happening is
generated for the simulation years by allowing all possible transitions between smoking categories:
{never smoked}  {never smoked, smoker }
{ex-smoker}  {ex-smoker, smoker}
{smoker}  {ex-smoker, smoker}
When the probability of being a smoker is p the allowed transitions are summarised in the state update
equation

 p0'  1  p
0
0   p0 
 ' 
 
 p1    0 1  p 1  p   p1 
 p2'   p
p
p   p2 
 

(1.18)

After the final simulation year the smoking trajectories are completed until the person’s maximum
possible age of 110 by supposing that their smoking state stays fixed. The life expectancy calculation will
consists in summing over the probability of being alive in each possible year of life.
In the initial year of the simulation, a person may be in one of the three smoking categories; after N
updates there will be 3  2N possible trajectories. These trajectories will each have a calculated
probability of occurring; the sum of these probabilities is 1.
In each year the probability of being a smoker or a non-smoker will depend on the forecast smoking
scenario which provides exactly that information. Note that these states are two dimensional and crosssectional {non-smoking, smoking}, and they are turned into three dimensional states {never smoked, exsmoker, smoker} as described above. The time evolution of the three dimensional states are the smoking
trajectories necessary for the computation of disease table disease and death probabilities.
1.2.3.3 BMI
The microsimulation framework is employed to model and examine obesity and other health related
outcomes. It has many modes of operation and can analyse the health outcomes for groups of individuals
or specified populations consequent upon single or aggregated interventions using real or hypothetical
data over any specified time period. At present, the model estimates the future burden of diseases by
making evidence based extrapolations of selected risk factors specific to the following BMI related
diseases: i) stroke, ii) diabetes mellitus type 2, iii) myocardial infarction (MI), iv) hypertension. The
detailed approach to modelling obesity is described in our Foresight report (1).
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1.2.3.3.1 BMI scenarios
Two interventions have been implemented in this project: Sugar Sweetened Beverages Tax and multicomponent lifestyle intervention (more details are in appendix C2 and C3). The modelling assumptions
are described below.
SSB Tax: The following assumptions were made based on the framework presented in appendix C3. Each
year, the required BMI drop is deduced from the individual’s BMI. A minimum BMI of 15kg/m2 was used.
Multi-Component Lifestyle Intervention (MCLI): The following assumptions have been made:






Only obese adults (BMI≥30) will be offered a MCLI
12% of obese individuals will take up the MCLI when offered it by their General Practitioner or
Family Doctor
The success rate among individuals who start the program is 87%
Overall, the intervention is successful for 87%*12%=10.44% of the obese individuals in the adult
population
In terms of C++ implementation: A random number is generated and compared to the success
rate to determine if the intervention takes place.

1.2.3.4 Smoking
The microsimulation framework applied to smoking enables us to measure the future health impact of
changes in rates of tobacco consumption. This includes the impact of giving up smoking on the following
diseases: i) chronic obstructive pulmonary disease (COPD), ii) MI, iii) stroke, iv) lung cancer, and v)
hypertension. In the simulation each person is categorised into one of the three smoking groups: smokers,
ex-smokers and people who have never smoked. Their initial distribution is based on the distribution of
smokers, ex-smokers and never smokers from General Lifestyle Survey (GHS) data in 2010 (Table 3).
Table 3: Initial proportions of people who have never smoked, ex-smokers and smokers from the
2010 General Lifestyle Survey dataset
Male
Age
group

Female
Proportion of
ex-smokers

Proportion of
smokers

0-4

Proportion
never
smokers
0.0

Proportion of
ex-smokers

Proportion of
smokers

0.0

Proportion
never
smokers
0.0

0.0

0.0

0.0

5-9

0.0

0.0

0.0

0.0

0.0

0.0

10-14

0.78188

0.04027

0.17785

0.78502

0.04235

0.17264

15-19

0.78188

0.04027

0.17785

0.78502

0.04235

0.17264

20-24

0.61092

0.10410

0.28498

0.58593

0.11908

0.29499

25-29

0.61092

0.10410

0.28498

0.58593

0.11908

0.29499

30-34

0.52381

0.20927

0.26692

0.56430

0.19578

0.23992

35-39

0.52381

0.20927

0.26692

0.56430

0.19578

0.23992

40-44

0.54399

0.23179

0.22422

0.56420

0.21401

0.22179

45-49

0.54399

0.23179

0.22422

0.56420

0.21401

0.22179

50-54

0.48209

0.31730

0.20061

0.56810

0.24052

0.19138

55-59

0.48209

0.31730

0.20061

0.56810

0.24052

0.19138

60-64

0.42150

0.41468

0.16382

0.55047

0.29503

0.15450

65-69

0.42150

0.41468

0.16382

0.55047

0.29503

0.15450

70-74

0.40976

0.48780

0.10244

0.59371

0.30191

0.10438
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80+

0.36740

0.58287

0.04972

0.61818

0.30303

0.07879

During the simulation a person may change smoking states and their relative risk will change accordingly.
Relative risks associated with smokers and people who have never smoked have been collected from
published data. The relative risks associated with ex-smokers (RRex-smoker) are related to the relative risk
of smokers (RRsmoker). The ex-smoker relative risks are assumed to decrease over time with the number of
years since smoking cessation (Tcessation). These relative risks are computed in the model using equations
and (2),

RRex-smoker ( A, S , Tcessation )  1  ( RRsmoker ( A, S )  1)exp(  ( A)Tcessation )

(1.19)

 ( A)   0 exp(  A)

(1.20)

where γ is the regression coefficient of time dependency. The constants γ0 and η are intercept and
regression coefficient of age dependency, respectively, which are related to the specified disease Table 4.
Table 4 Parameter estimates for γ0 and η related to each disease (2)
Disease

γ0

η

AMI
Stroke
COPD

0.24228
0.31947
0.20333

0.05822
0.01648
0.03087

Diabetes
Lung cancer

0.024811
0.15637

0
0.02065

Hypertension (proxy: diabetes)

0.02481

0

η-1.

However, a minimum exists when the cessation time is equal to
The minimum value was calculated by
the method detailed below (equations (1.21), (1.22) and (1.23)). Where, time t is equal to the age A of an
individual.

 Exsmk  t   1    smk  1 f  t 

(1.21)

f  t   exp   0  t  t0  exp  t  


(1.22)

f   t    0 f  t  e t    t  t0   1
The function f(t) has the following properties:

f  t0   1
f   t0    0e t0
f (t ) has a minimum at t  t0   1

(1.23)

f   A

In order to avoid the RRex-smoker from increasing the cessation time was set equal to η -1 when the cessation
time was greater than η-1 (see equation (1.24)).
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 1  ( RRsmoker ( A, S )  1) exp(  ( A)Tcessation )
RRex-smoker ( A, S , Tcessation )  
1
1  ( RRsmoker ( A, S )  1) exp(  ( A) )

Tcessation   1
Tcessation   1

(1.24)

 ( A)   0 exp(  A)

(1.25)

1.2.3.4.1 Smoking scenarios
Two smoking scenarios were implemented: Smoking Cessation Services and a COPD treatment. The COPD
treatment was only run when COPD was simulated as a multistage disease (see appendix C4). The
modelling assumptions for each of the scenarios are described below.
Smoking Cessation Services:









An individual eligible for the intervention is selected at random from the entire population
distribution of smokers.
The probability of going through the intervention (via reach and success rate) is compared to an
application-generated random number to determine if the intervention takes place.
A smoker is defined as an individual who has smoked at least a year.
All smokers in the model are eligible for the intervention (but in reality, for example, smokers
who present with a known history of epileptic seizures, brain tumour, renal disease,
hepatopathy, severe hypertension or suicidal ideation would be ineligible for a course of
bupropion medication).
The willingness to quit and the effectiveness of the intervention are the same across age, sex,
severity of addiction and socioeconomic gradients. A smoker’s willingness to quit smoking stays
the same throughout the entire simulation period i.e. no other changes in cultural or political
trends would occur that might alter the smoker’s willingness to quit smoking over time. Once a
smoker quits smoking as a result of the intervention, the smokers stays an ex-smoker throughout
the rest of the time horizon (the relapse rate is captured within the 12-month continuous
abstinence rate).
In terms of implementation: A random number is generated and compared to the reach and
success rate to determine if the intervention takes place

COPD (hypothetical) treatment:







All COPD patients in the Moderate or Severe+ state get the treatment (COPD stage 3), for the rest
of their life. Assumption that the lung function improvement is persistent in the future.
Within EConDA, the Severe and Very Severe stages are combined in one stage, from here
“Severe+”. These are combined using the severity distribution from Hoogendoorn 2006. Severity
distribution: Mild COPD 27%; Moderate 55%; Severe 15%; Very Severe 3% (3). Costs of this
treatment would be considered for each year of the intervention on a cost per case basis.
If a COPD patient is in stage 3 in the first year of their treatment, they have a probability of
remission to stage 2. This one-off probability is estimated to be 0.1045.
If a COPD patient is in stage 2 and treated they have a reduced risk of transitioning to stage 3.
This risk ratio of going from stage 3 to 2 is 0.90012449.
The risk ratio due to treatment is treated independently from the risk of smoking on COPD
progression.

1.2.3.5 Albuminuria and eGFR
The microsimulation framework applied to albuminuria and eGFR enables us to measure the future
health impact of changes in an individual’s albuminuria and eGFR with age. The model can also be used to
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study the impact of albumin screening on the following diseases: i) chronic kidney disease (CKD), ii) MI,
and iii) stroke.
In the model individuals are assigned an albuminuria and eGFR level from the distribution of both these
variables. The distributions were obtained from the combining HSE datasets from 2009 and 2010. The
albuminuria and eGFR groups are defined in Table 1.
1.2.3.5.1 Albumin scenarios
 All individuals in the model went through albumin screening.
 Within the same year as screening if an individual was identified with an albuminuria level of ≥
30 mg/24h they had a pre-defined probability of having their current albuminuria and/or eGFR
levels set as a maximum for the remainder of the simulation. The probability of their current
albuminuria and eGFR levels being set to a maximum were 0.55 and 0.327, respectively.
 After screening all individuals who had an albuminuria level of ≥ 30 mg/24h were treated for the
remaining years of the simulation
1.2.4 Relative risks
Each RF is treated separately and in an identical fashion. The reported incidence risks for any disease do
not make reference to any underlying risk factor. The microsimulation requires this dependence to be
made manifest.
The risk factor dependence of disease incidence has to be inferred from the distribution of the risk factor
in the population (here denoted as ); it is a disaggregation process:
Suppose that  is a risk factor state of some risk factor  and denote by pA(d|,a,s) the incidence
probability for the disease d given the risk state, , the person’s age, a, and gender, s. The relative risk A
is defined by equation (1.26).

p  d  , a, s    |d  a, s  p  d 0 , a, s 

 |d 0 a, s   1

(1.26)

Where 0 is the zero risk state (for example, the moderate state for alcohol consumption).
The incidence probabilities, as reported, can be expressed in terms of the equation,

p  d a, s    p  d  , a, s  A  a , s 


 p A  d 0 , a, s    |d  a, s  A  a, s 

(1.27)



Combining these equations allows the conditional incidence probabilities to be written in terms of known
quantities

p  d  , a, s    A|d  a, s 

p  d a, s 

   | a, s    a, s 


A|d

(1.28)

A

Previous to any series of Monte Carlo trials the microsimulation program pre-processes the set of
diseases and stores the calibrated incidence statistics pA(d|0, a, s).
The method described above for calibrating incidence statistics has been adapted for multistage diseases.
Each individual transition probability between stages of the multistage disease is calculated by calibrating
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the incidence risk. We have a multistate disease d with N states and a single risk factor B for this disease
which has different states β. The incidence probability for transition from the disease state i to j given the
risk state, β, the person’s age, a, and gender, s is denoted by p=(didj|β,a,s).

p  di d j |β, a, s   did j β, a, s  p(di d j | β0 , a, s)

(1.29)

d d β0 , a,s   1

(1.30)

i i

Where β0 is the zero risk state and didi is the zero risk disease state.

p  di d j |a, s   pB  d i d j | , a, s   B   |a, s   pB (d i d j | 0 , a, s) B|di d j   |a, s   B (  | a, s)




(1.31)
For multistate diseases we would have,

p  di d j | , a, s    B|did j (  | a, s)

  

p( d i d j | a, s )
|di d j

(  | a, s)  ( | a, s)

(1.32)

The incidence probabilities would be computed for all the different possible disease state transitions.
1.2.5 Modelling diseases
Disease modelling relies heavily on the sets of incidence, mortality, survival, relative risk and prevalence
statistics. For multistage diseases even more data is required because these disease statistics are required
by disease stage. In some cases where data by stage is unavailable or not available is the specified form
for the model, data has been approximated from the known sets of the data. The methods used in these
cases are described in section 1.2.7.
The microsimulation uses risk dependent incidence statistics and these are inferred from the relative risk
statistics and the distribution of the risk factor within the population. In the simulation, individuals are
assigned a risk factor trajectory giving their personal risk factor history for each year of their lives. Their
probability of getting a particular risk factor related disease in a particular year will depend on their risk
factor state in that year.
Once a person has a fatal disease (or diseases) their probability of survival will be controlled by a
combination of the disease-survival statistics and the probabilities of dying from other causes. Disease
survival statistics are modelled as age and gender dependent exponential distributions.
1.2.6 Multistage disease model
In the EConDA project Diabetes Mellitus Type 2, COPD and CKD have been modelled as multistage
diseases. This extension to the model has required a complete redevelopment of the disease module
architecture (described in section 2.2). Due to the significant differences between the properties of these
diseases a unique design for each of these diseases has been employed and these are detailed below.
1.2.6.1 Diabetes type II
Many different disease statistics are required to model a multistage disease. These include relative risks,
incidence and prevalence data. Diabetes is modelled as a non-terminal disease so survival data is not
required in this instance.
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1.2.6.1.1 Prevalence
Prevalence data for both stages of diabetes were obtained from the International Diabetes Federation.
The prevalence data for pre-diabetes was represented by individuals with IGT.
1.2.6.1.2 Incidence
Incidence data collected for diabetes was separated into the incidence of diabetes from stage 0
(normoglycaemia) and the incidence of diabetes from stage 1 (pre-diabetes). The method used in the
process is discussed in more detail in section 1.2.7.3.
These two sets of incidence statistics (stage 0 to stage 2 and stage 1 to stage 2) were used along with the
prevalence data for pre-diabetes and diabetes and the remission data for pre-diabetes to approximate the
incidence of pre-diabetes. This method is detailed in section 1.2.7.2.
1.2.6.1.3 Relative risks
Relative risk data for diabetes and pre-diabetes was approximated by BMI category (healthy weight,
overweight and obese) from the Prevention of Renal and Vascular End-Stage Disease (PREVEND)
longitudinal study.
1.2.6.1.4 PREVEND database analysis
The PREVEND database contains a maximum of four follow ups (FU) for each individual in the study.
Impaired fasting plasma glucose levels were analysed at each FU, if an individual fasted prior to the
glucose measurement. The following definitions were used to classify individuals as either
normoglycaemic, pre-diabetic and T2DM.
1.
2.
3.

Normoglycaemia = IFG levels <6.1 mmol/L and not taking any antidiabetic treatment.
Pre-diabetes = IFG levels ≥6.1 mmol/L and <7 mmol/L and not taking any antidiabetic treatment.
Diabetes = Either IFG levels ≥7 mmol/L and not taking any antidiabetic treatment or any IFG
level and taking antidiabetic treatment.

In this analysis it has been assumed that pre-diabetics are not prescribed antidiabetic treatment. Any
subjects with incomplete data were removed from the analysis. Moreover, any subjects who were already
categorised with diabetes mellitus and on insulin at baseline were excluded from the analysis. It was
assumed that these individuals already had type I diabetes.
1.2.6.1.4.1
Incidence risk data and the approximation of relative risks
Incidence statistics were approximated for the following transitions:
1.
2.
3.
4.

Normal state (state 0) -> Pre-diabetes (state 1)
Normal state (state 0) -> Diabetes (state 2)
Pre-diabetes (state 1) -> Diabetes (state 2)
Pre-diabetes (state 1) -> Normal state (state 0)

Between each pair of follow ups the incidence of pre-diabetes and diabetes was recorded and stratified by
BMI and time between follow up. The BMI category was determined based on the person’s BMI at the end
follow up for each follow up analysis. The following BMI categories were used in this analysis:
1.
2.
3.

Healthy weight = BMI < 25 kg/m2
Overweight = 25 ≤ BMI < 30 kg/m2
Obese = BMI ≥ 30 kg/m2

The time between two follow ups varied for each individual and was approximated to the nearest year.
All of the data collected between different pairs of follow-ups was pooled and analysed by the number of
years between two follow-ups.
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1.2.6.1.4.2
Approximating a one year transition matrix with the EM algorithm
There was a variable number of years between each follow up in the PREVEND study. The mathematical
model developed in this project required one year transition probabilities. Therefore, 2, 3 and 4 year
transition probabilities were used to estimate a one year transition probability matrix with the EM
algorithm (4).
The E-step produces an estimate for the expected number of single cycle transitions.
The M-step uses the expected number of single cycle transition matrix and maximises the likelihood.
Let nrc be the expected number of individuals who are likely to transition through the states r and c in one
year. The likelihood function for this transition is:
h

h

L( )    rcnrc

(1.33)

r 1 c 1

The unknown data in this case is the single cycle transition probabilities. The EM algorithm is composed
of two steps the E and M steps. The estimated transition matrix is used in the E-step to compute the
probabilities for every possible combination of state transitions between a year 1 and 1+k. The variable k
coincides with the observation years in the longitudinal study. If we take the one year transition matrix M.

 11 12

 22
M   21


  h1  h 2

1h 
 2 h 

(1.34)



 hh 

The two year transition probability matrix can be calculated by multiplying this matrix by itself (e.g. M ×
M).

  h 1 j j1
 j 1
 h  

M  M   j 1 2 j j1


  h  hj j1
 j 1




h

  j2

j 1 1 j
h



  j2

j 1 2 j

h

  j2

j 1 hj




h

  jh 


  
j 1 2 j jh 


h


 j1 hj jh 
j 1 1 j

h

(1.35)

The probability of an individual starting in a state r and ending in a state c after two years (two cycles) is
equal to the sum of all the possible transitions between these two states via an intermediate state j
(∑ℎ𝑗=1 𝜃𝑟𝑗 𝜃𝑗𝑐 ). In order the estimate a one year transition matrix which is composed of only single year
transitions the number of individuals who make this single transition need to be approximated from the
two year transition matrix. For each two year transition the number of subjects who make the transition
from state r to state c is known, however, the intermediate state is hidden. The expected number of
individuals to have followed a known path such as 𝑟 → 𝑘 → 𝑐, is calculated by multiplying the number of
individuals who have made the two year transition between states r and c by the relative probability. The
relative probabilities for each two year transition (multinomial distribution) are calculated as shown in
equation (1.36).

P( r  k  c | r  ?  c ) 

 rkkc
h
 j1rj jc

(1.36)
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The E-step produces a single year matrix of the expected number of individuals who will make each
transition (ϴrc). This is computed from a two year follow up matrix by adding together the expected
number of individuals who a specific transition in the two years which includes the specified one year
transition (ϴrc), such as 𝑟 → 𝑐 → 𝑘 or 𝑘 → 𝑟 → 𝑐. The M-step estimates the one year transition matrix
from the one year count matrix generated in the E-step. Each entry of the one year transition matrix
representing a transition from state r to c is calculated as shown in equation (1.37).

 rc 

nrc

 k 1 nrk
h

(1.37)

The E and M steps are repeated until convergence occurs. This method has been extended to include 3
and 4 year transition data. The E-step is initialised with an estimated one year transition matrix. An initial
estimate for this one year transition matrix is calculated by taking the n th root of the n year transition
matrix. In this study three different initial transition matrices obtained from the 2, 3 and 4 year transition
matrices were used to validate whether or not the matrix converged to a local maximum.
1.2.6.1.4.3
Estimating the mean and confidence interval of annual RR’s
Efron’s bootstrap method was used to estimate the accuracy of the calculated one year transition
matrices (4). The total number of counts for each row of the n year transition count matrix were
resampled with replacement. The probabilities of selecting each state was determined by the n year
transition matrix. The resampled matrices for the 2, 3 and 4 year follow ups were then used with the EM
algorithm to compute an estimation for the one year transition matrix.
In this project there were three different one year transition matrices, one for each BMI category: healthy
weight, pre-obese and obese. The RR’s for the different state transitions were calculated for each set of
one year transition matrices as shown in equation (1.38).

RR02 

02Ob (02Ob  00Ob )
02HW (02HW  00HW )

(1.38)

This whole process was repeated 1,000 times therefore, computing 1,000 estimates for each RR. The
mean and 95% confidence interval for each RR were calculated from the set of estimates.
1.2.6.2 COPD
The multistage COPD model requires a large amount of data because data is required for each stage of the
disease. In this project COPD was modelled as a multistage disease in just two countries, Finland and the
UK. Data was analysed and collected for each country from multiple sources and longitudinal studies.
There were cases where some of the disease statistic data was used to approximate missing data.
1.2.6.2.1 Finland
The longitudinal Finland T2000/T2011 study was analysed to obtain COPD prevalence and incidence by
sex, age and stage. Further, the risk of progressing from one stage to the next for smokers and ex-smokers
relative to non smokers was also estimated.
1.2.6.2.1.1
Finland T2000/T2011 survey
The baseline survey used a two staged stratified random sample representative of Finnish population in
the year 2000 (N=70,000 over 18 year olds). In the year 2011, people participating in the baseline survey
were re-contacted and underwent both an interview and a health examination. The response rate in 2000
was 89% for the home interviews and 85% for the health examinations (5).
Spirometry was performed both at baseline and follow-up. A standard protocol was used with the aim of
producing three consistent curves. From the three readings, the nurse selected the curve with the highest
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FEV1 value. If obstruction was detected (<70% FEV1), 0.1 mg of salbutamol aerosol (Ventoline Evohaler)
was given to determine reversibility. The spirometry test was repeated 10 minutes later (5).
Predicted forced expiratory volume in one second (FEV1pred) was calculated using Finnish reference
values for spirometry (6)(Pers Comm Kanervisto M 2015) and sex, age and height of survey participants.
1.2.6.2.1.2
Prevalence by stage
Post-bronchodilator spirometry data was used to estimate FEV1 % predicted and FEV/FVC. The highest
FEV and FVC readings were used for each individual. The GOLD COPD stage definition was used to classify
individuals by COPD severity stage. Prevalence was adjusted by survey design and weighted using the
survey weights provided. COPD prevalence by stage was further stratified by 20 year age groups and sex.
Prevalence of COPD in Finland in the year 2000 was 6.1% among men and 2.9% among women aged 30
or older. It was higher among older men and women and among smokers compared with non-smokers.
1.2.6.2.1.3
Incidence by stage
The incidence by stage was calculated from the data collected for prevalence and mortality by stage. The
calculation assumed that remission was not possible and individuals were unable to progress across
multiple stages of COPD within a year. Further details about the methodology and algorithms developed
are provided in section 1.2.7.1.
1.2.6.2.1.4
Smoking relative risks
Incidence rate ratios were estimated from the Finland T2000/T2011 dataset and were used for both the
UK multi-stage COPD model and the Finnish model. It was considered more appropriate to use the
relative risks derived from the Finnish study since this study uses a population based sample with the
whole range of age groups. The incidence rate ratio (relative risk) of smokers and ex-smokers compared
with non-smokers was estimated using Poisson regression. Estimates were adjusted for age and sex. A
separate Poisson regression was run for each COPD stage e.g. new COPD stage 1 cases as outcome
variable.
1.2.6.2.1.5
Mortality by stage
Mortality statistics available report the total number of deaths from COPD (ICD-10 codes J40-J44) (7,8).
Total COPD deaths obtained from the WHO Global Burden of Disease study (8) for Finland were
proportioned by stage based on the results of a Finnish study by Mattila et al (9). Mattila’s study reported
respiratory deaths by COPD stage among cohort members of the T2000/T2011 study. The main
assumption made was that the cause of the respiratory death in Mattila’s paper was underlying COPD. A
further assumption was made that all COPD deaths occur over age 30.
1.2.6.2.1.6
Survival by stage
Survival data by stage was unavailable for COPD. A method was developed and used to approximate
survival from the incidence and mortality data. The method assumed two age group cuts at 25 and 35
years. Further details about this method are provided in section 1.2.7.11.
The approximated survival was checked by estimating the mortality by stage with the calculated survival
data using both the incidence and prevalence data. The estimated mortality data was compared against
the collected mortality data for males (Figure 2) and females (Figure 3).
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Figure 2 Graph illustrating the male mortality rate per 1 for each age for collected mortality data
(mor[stage][age]) and estimated mortality data (est[stage][age]) by stage.

Figure 3 Graph illustrating the female mortality rate per 1 for each age for collected mortality data
(mor[stage][age]) and estimated mortality data (est[stage][age]) by stage.
1.2.6.2.2

UK

1.2.6.2.2.1
Prevalence by stage
COPD prevalence by stage for the UK was obtained from the Health Survey for England 2010. Spirometry
data was used to classify individuals according to COPD severity. Given that a bronchodilator was not
used when obstruction was detected, individuals reporting suffering from asthma who appeared to have
lung obstruction were recoded as free of COPD. Estimates were adjusted for survey design and stratified
by sex and age.
Prevalence of COPD in England in the year 2010 was 15.7% for men and 11.6% for women.
1.2.6.2.2.2
Incidence by stage
The incidence by stage was calculated from the data collected for prevalence and mortality by stage. The
calculation assumed that remission was not possible and individuals were unable to progress across
multiple stages of COPD within a year. Further details about the methodology and algorithms developed
are provided in section 1.2.7.1.
1.2.6.2.2.3
Mortality by stage
Total COPD deaths obtained from ONS (7) were proportioned by stage based on the results of Mattila et al
(9) as for Finland (see above).
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1.2.6.2.2.4
Survival by stage
Survival data by stage was unavailable for COPD. A method was developed and used to approximate
survival from the incidence and mortality data. The method assumed two age group cuts at 35 and 65
years. Further details about this method are provided in section 1.2.7.11.
The approximated survival was checked by estimating the mortality by stage with the calculated survival
data using both the incidence and prevalence data. The estimated mortality data was compared against
the collected mortality data for males (Figure 4) and females (Figure 5).

Figure 4 Graph illustrating the male mortality rate per 1 for each age for collected mortality data
(mor[stage][age]) and estimated mortality data (est[stage][age]) by stage.

Figure 5 Graph illustrating the female mortality rate per 1 for each age for collected mortality data
(mor[stage][age]) and estimated mortality data (est[stage][age]) by stage.
1.2.6.3 Chronic Kidney Disease
The multistage CKD model requires quite a lot of data as data is required by CKD stage. In this project
CKD was modelled as a multistage disease in just the UK. The albumin and eGFR boundaries are defined
in Table 1. The CKD stages are defined by the level of albuminuria and eGFR these are shown in Table 5.
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Table 5 CKD stages by albuminuria (AER mg/24hr) and eGFR (mL/min/1.73m 2).
AER (mg/24h)
eGFR

(mL/min/1.73m2)

<30

30-300

>300

90+

No CKD

Stage 1

Stage 1

60-89

No CKD

Stage 2

Stage 2

45-59

Stage 3a

Stage 3a

Stage 3a

30-44

Stage 3b

Stage 3b

Stage 3b

15-29

Stage 4

Stage 4

Stage 4

<15

Stage 5

Stage 5

Stage 5

Data for the CKD model was analysed and collected for the UK from multiple sources.
1.2.6.3.1
Prevalence
HSE is a cross-sectional survey that is carried out annually and aims to assess the health status of children
and adults living in England (5). Kidney disease and renal function have been assessed as part of the 2009
and 2010 surveys, in which GFR was estimated using the MDRD formula and albuminuria which was
measured using ACR was converted to mg/24h. This conversion was done by matching the ACR
boundaries with the albumin (mg/24h) boundaries. This method guaranteed that the prevalence within
each albumin group remained constant across both measures. The conversion was computed using
Equation (1.39).

AER(mg/24h)  ACR   +

(1.39)

Where, α is 9.81818 and 10.18867 for males and females, respectively. And β is 5.4545 and -5.6604 for
males and females, respectively. The HSE dataset includes a variable for CKD stage in which certain subcategories are aggregated and therefore, to determine the prevalence of CKD by stage as presented in
Table 6 below, a variable for CKD stage was created using eGFR and ACR variables available in the
dataset, and categorised in keeping with the 5 stages of CKD depicted in Table 5 above.
Table 6 Prevalence of CKD by stage in 2009/2010 (HSE). Source: Derived from HSE dataset, 2009
and 2010 combined.
CKD Stage
No CKD
1
2
3a
3b
4
5

Prevalence (unweighted)
85.96
2.43
4.41
5.61
1.4
0.16
0.02

1.2.6.3.2 Conditional relative risks
A literature search was undertaken to identify published literature that quantified the association
between CKD and diseases such as cardiovascular disease. Relative risk mortality datasets from a
categorical meta-analysis study which analysed 1,555,332 participants from 45 cohorts and adjusted for
the general population were adapted and used in the model (Table 7 and Table 8)(10). The data was used
in the model to represent the RR of CHD and stroke incidence given a set of albuminuria and eGFR values.
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Table 7 RR for CHD incidence given a combination of albuminuria and eGFR values. The data was
adapted from RR’s for all causes mortality (adapted from (10)).

eGFR > 90 mL/min per 1.73m2
eGFR 60-90 mL/min per 1.73m2
eGFR 45-60 mL/min per 1.73m2
eGFR 30-45 mL/min per 1.73m2
eGFR 15-30 mL/min per 1.73m2
eGFR <15 mL/min per 1.73m2

Albuminuria
<30 mg/24h
1.0
1.0
1.3
1.9
5.3
5.3

Albuminuria
30-299 mg/24h
1.5
1.8
2.2
3.3
4.7
4.7

Albuminuria
≥300 mg/24h
3.1
2.7
3.6
4.9
6.6
6.6

Table 8 RR for Stroke incidence given a combination of albuminuria and eGFR values. The data
was adapted from RR’s for all causes mortality (adapted from (10)).

eGFR > 90 mL/min per 1.73m2
eGFR 60-90 mL/min per 1.73m2
eGFR 45-60 mL/min per 1.73m2
eGFR 30-45 mL/min per 1.73m2
eGFR 15-30 mL/min per 1.73m2
eGFR <15 mL/min per 1.73m2

Albuminuria
<30 mg/24h
1.0
1.0
1.5
2.2
14
14

Albuminuria
30-299 mg/24h
1.7
2.0
2.8
3.4
4.8
4.8

Albuminuria
≥300 mg/24h
3.7
4.1
4.3
5.2
8.1
8.1

1.2.6.3.3 Utility weights
Country-specific utility weights for CKD by stage were not available. Data derived from studies conducted
on Japanese patients with CKD were used as a proxy measure instead. Table 8 below summarises the
utility weights used to calculate CKD-related quality-adjusted life years (QALYs) in the microsimulation
model.
Table 8 Utility weights of CKD by stage
EQ-5D
CKD
CKD (stage 1)
CKD (stage 2)
CKD (stage 3)
CKD (stage 4)
CKD (stage 5)
ESRD

0.89
0.94
0.92
0.88
0.84
0.80
0.66

Reference

(11)

(12)

1.2.6.3.4 CKD model assumptions
The following assumptions were made when developing the EConDA CKD model as summarised below:
1.
2.

3.

eGFR and albumin are independent predictors of CKD and CVD progression (Ron Gansevoort,
personal communication, 4th March 2015)
Serum creatinine (and therefore eGFR) levels and AER observed at a single time point, such as at
each follow-up in the PREVEND study, reflected chronic abnormalities (i.e. >3 months) in renal
structure and function.
In the baseline model the distribution of albuminuria and GFR for each age and sex group is
assumed to be independent of time.
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4.
5.
6.

In the baseline model initially individuals are randomly assigned a percentile in both the
albuminuria and GFR distributions which is assumed to be fixed for the entire simulation.
In the baseline model individuals could only be screened once.
In the intervention model, it was assumed that in the same year of screening individuals who has
an albuminuria level of ≥ 30 mg/24h had a probability of 0.55 and 0.327 of fixing their
albuminuria and eGFR levels, respectively (13,14).

1.2.6.4 Calibrating multistate disease incidence data
Each individual transition probability as shown in Equation (1.45) is calculated by calibrating the
incidence risk. We have a multistate disease d with N states and a single risk factor B for this disease
which has different states β. The incidence probability for transition from the disease state i to j given the
risk state, β, the person’s age, a, and gender, s is denoted by p=(didj|β,a,s).

p  di d j |β, a, s   did j β, a, s  p(di d j | β0 , a, s)

(1.40)

d d β0 , a,s   1

(1.41)

i i

Where β0 is the zero risk state and didi is the zero risk disease state.

p  di d j |a, s   pB  d i d j | , a, s   B   |a, s   pB (d i d j | 0 , a, s) B|di d j   |a, s   B (  | a, s)




(1.42)
For multistate diseases we would have,

p  di d j | , a, s    B|did j (  | a, s)

  

p( d i d j | a, s )
|di d j

(  | a, s)  ( | a, s)

(1.43)

The incidence probabilities would be computed for all the different possible disease state transitions.
1.2.6.5 Multistate disease transition matrix
The state transition matrix for a person in the model and a 3 state disease (e.g. diabetes). The person may
be in one of the following states:
state
0
1
2

Description
alive without disease d
alive with disease d in state 1
alive with disease d in state 2

Notation
d0
d1
d2

In general, the state transition matrix for a three state disease is shown in Equation (1.44).

 p(d 0 | a  1, s )   p(0,0 | a, s,  )
 p(d | a  1, s )    p(1,0 | a, s,  )
1

 
 p(d | a  1, s )   p(2,0 | a, s,  )
2

 

p(0,1 | a, s,  )
p(1,1 | a, s,  )
p(2,1 | a, s,  )

p(0, 2 | a, s,  )   p( d 0 | a, s) 
p(1, 2 | a, s,  )   p( d1 | a, s)  (1.44)

p(2, 2 | a, s,  )   p( d 2 | a, s) 

In the case of diabetes we assume that when someone enters into the final state of this disease they
cannot go backwards. Therefore, the updated transition matrix is modified slightly to give:
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 p(d 0 | a  1, s )   p(0,0 | a, s,  )
 p(d | a  1, s )    p(1,0 | a, s,  )
1

 
 p(d | a  1, s )   p(2,0 | a, s,  )
2

 

p(0,1 | a, s,  ) 0  p(d 0 | a, s) 
p(1,1 | a, s,  ) 0  p(d1 | a, s ) 

p(2,1 | a, s,  ) 1   p( d 2 | a, s) 

(1.45)

1.2.6.6 Calculating the death statistics from other diseases when modelling multistage diseases
The unspec file is created by subtracting the deaths only disease file by the mortality rate for each single
state diseases. However, when multistate diseases are considered an individual can only be in one state at
a time.

pDi (a )

the Disease prevalence at age a for disease state i

mD i (a )

the Disease mortality at age a for disease state i

mD (a )

the Disease mortality

Therefore, the mortality rate for a multistate disease such as COPD will be computed by calculating an
average mortality rate across all the disease states, weighted by the prevalence.
i  maxStates

mD ( a ) 



p (a )mDi (a )

Di
i 0
i  maxStates


i 0

(1.46)

pDi (a )

1.2.7 Methods for approximating missing disease statistics
A large amount data is required for modelling these diseases and in particular the multistage diseases.
Where possible these datasets have been collected from published sources or analysed from either crosssectional or longitudinal datasets. Another limitation is that often this data needs to be in a specific
format. For example the model updates the individual’s disease status every year so the RR’s used in the
model need to be annual RR’s.
This section contains the methods used in this project in cases where data for a particular stage or disease
was unavailable.
1.2.7.1 Terminal multistage disease incidence from prevalence and mortality
There are many extensions of the above methods. To estimate incidence knowing prevalence and
mortality one can proceed by finding those incidence probabilities that minimise the distance between
the known

K
p pre

and computed prevalence

K
p pre

2
K
K

p pre
a   p pre
a 




S   
 2 a

stage K  aAgeGroup



(1.47)

The relevant state update equation makes use of the posited incidence probabilities and the known
mortality probabilities.
Non-terminal diseases are treated in a similar way – although, obviously, the mortality probabilities are
zero. Details about the method used for a non terminal multistage disease from prevalence and remission
are provided in section 1.2.7.2.
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1.2.7.2 Non terminal multistage disease incidence estimation from prevalence and remission
Denote by p  stage  s | age  a  the probability that a person has the non-terminal disease at stage s
at age a – the prevalence at age a. For a disease that has s stages, s=0 corresponding to no disease, the
prevalence state vector p  a  at consecutive ages are connected by the sxs transition matrix T,

p  a    p  stage  0 | a 

p  stage  1| a  ..

p  stage  s  1| a  

p  a  1  Tp  a 
Denoting the remission from state s to state s’ by prem  s | s  ,

for s  s ;

Denoting the incidence from state s to state s’ by pinc  s | s  ,

s  s ; the matrix T is given as

T00


p 1 | 0 
T   inc

..

 pinc  s  1 | 0 

prem  0 | 2 

..

T11

..

..

..

pinc  s  1 |1 ..

prem  0 | s  1 

prem 1 | s  1 

..

Ts 1,s 1 

(1.48)

(1.49)

The diagonal elements of the matrix are determined from the necessary condition that the sum of each
column of T must be 1.
If, for example, one assumes that at age 0 the person does not have the disease, p  0   0 , and if the
(possibly age dependent) remission and incidence probabilities are known, then equation (1.49) will
determine the prevalence vector at every subsequent age.
Conversely if the prevalence vectors are known for all ages together with some of the remission and
incidence probabilities, then the unknown remission and/or incidence probabilities can be determined by
requiring that they minimise the cost function

C    p  a   Ta p  0   p  a   Ta p  0 
T

(1.50)

a

The technical feasibility and difficulty of the minimisation will depend on the number and nature of the
unknowns.
For Diabetes, the calculation of the single stage 0->1 incidence probabilities for ten year age groups was
easily achieved by this method.
1.2.7.3

Estimating the incidence rates of diabetes from normoglycaemia and pre-diabetes states

Consider those people in a population that do not have diabetes. In this non-diabetic population there is a
prevalence of pre diabetes

p(pre-diabetes)  p(pre-diabetes | no diabetes)

(1.51)

And a prevalence of normoglycaemic individuals

p  normal   p  normal | no diabetes 

(1.52)
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And

p(normal)  p(prevalence)  1

(1.53)

Among this population the probability of getting diabetes is as follows:

pinc (di )  pinc (di | pre) p( pre)  pinc (di | norm)(1  p( pre))

(1.54)

A ratio (Rf) which is equal to the ratio of the incidence of diabetes given pre-diabetes relative to the
incidence of diabetes given normoglycaemia (see equation (1.55)).

Rf 

pinc (di | pre)
pinc (di | norm)

(1.55)

The ratio variable is approximated by analysing the PREVEND longitudinal study. Using this ratio the
incidence of diabetes among individuals who are normoglycaemic can be approximated along with the
incidence of diabetes among individuals who are pre-diabetic (see equation (1.56)).

pinc (di )  pinc (di | norm)(( R f  1) p( pre)  1)
pinc (di | norm) 
pinc (di | pre) 
1.2.7.4

pinc ( di )
( R f  1) p( pre)  1

(1.56)

R f pinc (di )
( R f  1) p( pre)  1

Mortality statistics

In any year, in some population, in a sample of N people who have the disease a subset

N  will die from

the disease.
Mortality statistics record the cross sectional probabilities of death as a result of the disease – possibly
stratifying by age

p 
Within some such subset

N
N

(1.57)

N  of people that die in that year from the disease, the distribution by year-of-

disease is not usually recorded. This distribution would be most useful. Consider two important idealised,
special cases
Suppose the true probabilities of dying in the years after some age

a0 are  p 0 , p1 , p 2 , p 3 , p 4 

The probability of being alive after N years is simply that you don’t die in each year

psurvive  a0  N   1  p 0 1  p1 1  p 2  .. 1  pN 1 

(1.58)

1.2.7.5 The survival models
There are three in use (they are easily extended if the data merit):
Survival model 0: a single probability of dying

 p 0 
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p 0 is valid for all years
Survival model 1: two different probabilities of dying  p 0 , p1

p 0 is valid for the first year; p1 thereafter.
Survival model 2: three different probabilities of dying

 p 0 , p1, p 5

p 0 is valid for the first year; p1 for the second to the fifth year; p 5 thereafter
Remember that different probabilities will apply to different age and gender groups. Typically the data
might be divided into 10 year age groups.
1.2.7.6 Calculating survival from incidence and mortality
When a person (of a given gender) dies from a disease they must have contracted it at some earlier age.
For Survival model 2, this is expressed

pˆ mortality  a   pinc  a  1 p 0 
 pinc  a  2 1  p 0  p1 
 pinc  a  31  p 0 1  p1  p1 
 pinc  a  4 1  p 0 1  p1  p1 
2

(1.59)

 pinc  a  51  p 0 1  p1  p1 
3

 pinc  a  6 1  p 0 1  p1  p 5 
4

 pinc  a  7 1  p 0 1  p1  1  p 5  p 5 
4

...
The three probabilities  p 0 , p1 , p 5 are estimated by minimising



S

p

mortality

 a   pˆ mortality  a  

2

2

aAgeGroup

(1.60)

When the longitudinal probability of the disease incidence at age a satisfies the recursion relation

pinc  a   (1  pi (0))(1  pi (1))..(1  pi (a  1)) pi  a 

(1.61)

1.2.7.6.1 Survival Statistics CRUK 2010/11
The following table (Table 9) is taken from the CRUK website and gives 1, 5 and 10 year survival
percentages for lung cancer:
Table 9 Survival percentage for lung cancer

Cancer

1 year

Survival
percentage
5 year

Lung

32

10

10 year

1  p 0

1  p1

1  p 5

5

0.32

0.75

0.71
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The probabilities of being alive after 1, 5 and 10 years are

psurvival  a0  1  1  p 0 
psurvival  a0  5  1  p 0 1  p1 

4

psurvival  a0  10   1  p 0 1  p1  1  p 5 
4

(1.62)
5

1.2.7.7 Survival rates
It is common practice to describe survival in terms of a survival rate R, supposing an exponential deathdistribution. In this formulation the probability of surviving t years from some time t0 is given as

psurvival  t   1  R

1

t

 due

 Ru

 e  Rt

(1.63)

0

For a time period of 1 year

psurvival 1  e  R


(1.64)

R   ln  psurvival 1    ln 1  p 
For a time period of, for example, 4 years,
4

psurvival  t  4   1  R 1  due  Ru  e 4 R  1  p 

4

(1.65)

0

In short, the Rate is minus the natural log of the 1-year survival probability.
1.2.7.8 Survival models 0, 1 and 2
For any potentially terminal disease MIDRIF can use any of three survival models, numbered {0, 1, 2}. The
parameters describing these models are given below.
1.2.7.8.1 Survival model 0
Given the 1-year survival probability psurvival 1
The model uses 1 parameter {R}

R   ln  psurvival 1 

(1.66)

1.2.7.8.2 Survival model 1
The model uses two parameters {p1, R}
Given the 1-year survival probability psurvival 1 and the 5-year survival probability psurvival  5
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p1  1  psurvival 1

 5 
1 p
R   ln  survival

4  psurvival 1 

(1.67)

1.2.7.8.3 Survival model 2
The model uses three parameters {p1, R, R>5}
Given the 1-year survival probability psurvival 1 and the 5-year survival probability psurvival  5

p1  1  psurvival 1

 5 
1 p
R   ln  survival

4  psurvival 1 

(1.68)

10 
1 p
R5   ln  survival

5  psurvival  5 
1.2.7.9 Approximating single state disease survival data from mortality and prevalence
An example is provided here with a standard life-table analysis for a disease d.
Consider the 4 following states:
state
0
1
2
3
pik

Description
alive without disease d
alive with disease d
dead from disease d
dead from another disease
is the probability of disease d incidence, aged k

pk

is the probability of dying from the disease d, aged k

𝑝𝜔̅𝑘

is the probability of dying other than from disease d, aged k

The state transition matrix is constructed as follows

 p0  k  1  1  pk 1  pik 

 
 p1  k  1    1  pk  pik
 p2  k  1  
0

 
pk
 p3  k  1  

1  pk  pk  pk
1  pk  pk 1  p k 
pk
pk

0 0  p0  k  


0 0  p1  k  
1 0  p2  k  


0 1  p3  k  

(1.69)

It is worth noting that the separate columns correctly sum to unity.
The disease mortality equation is that for state-2,

p2  k  1  pk p1  k   p2  k 

(1.70)
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The probability of dying from the disease in the age interval [k, k+1] is

pk p1 k  - this is otherwise the

(cross-sectional) disease mortality, pmor(k). p1(k) is otherwise known as the disease prevalence, ppre(k).
Hence the relation

pk 

pmor  k 
p pre  k 

(1.71)

For exponential survival probabilities the probability of dying from the disease in the age-interval [k, k+1]
is denoted pk and is given by the formula

pk  1  e Rk



Rk   ln 1  pk 

(1.72)

When, as is the case for most cancers, these survival probabilities are known the microsimulation will use
them, when they are not known or are too old to be any longer of any use, the microsimulation uses
survival statistics inferred from the prevalence and mortality statistics (equation (1.71)).
An alternative derivation equation (1.71) is as follows. Let Nk be the number of people in the population
aged k and let nk be the number of people in the population aged k with the disease. Then, the number of
deaths from the disease of people aged k can be given in two ways: as pknk and, equivalently, as pmor(k)Nk
. Observing that the disease prevalence is nk/Nk leads to the equation

pk nk  pmor  k  N k
p pre  k  

nk
Nk


pk 

(1.73)

pmor  k 
p pre  k 

1.2.7.10 Approximating single state survival data from mortality, incidence and remission data
We begin with the standard 1 year update equation and by defining some probabilities:

pi  a, Y 

the incidence probability of the disease at age a

pr  a, Y 

the remission probability of the disease at age a

p  a, Y 
p  a, Y 

the probability of dying from the disease at age a, in year Y
the probability of dying from other causes at age a, in year Y

And the probabilities of being in a set of states:
S0

pd  a, Y 

the probability of being alive without the disease at age a, in year Y

S1

pd  a, Y 

the probability of being alive with the disease at age a, in year Y

S2

p  a, Y 

the probability of being dead as a result of the disease at age a, in year Y

S3

p  a, Y 

the probability of being dead from other causes at age a, in year Y

The update equation is (the dependence on the year Y is suppressed)

29

 pd  a  1   1  p 1  pi 

 
 pd  a  1    1  p  pi
 p  a  1  
0

 
p
 p  a  1  

1  p  p  pr
1  p  p 1  pr 
p
p

0 0   pd  a  


0 0   pd  a  
1 0   p  a  


0 1   p  a  

(1.74)

1.2.7.10.1 Survival
At some age,

a0 , the person is alive and gets the disease – at this age the state vector is,  0 1 0 0 .

If we assume the remission probability is zero the person’s subsequent life is governed by the equation

 pd  a  1   1  p  p 0 0   pd  a  

 


p
1 0   p  a  
 p  a  1   
 p  a  1  
p
0 1   p  a  
 
 
At age

(1.75)

a  a0  N it has the solution
k N

pd  a0  N    1  p  ak   p  ak  

(1.76)

k 1

1.2.7.10.2 Disease survival probabilities
Disease survival statistics are gathered from those people who do not die from other causes. The
probability of surviving N years, given that there is no remission, and that there is no probability of death
from other causes is simply
k N

pd  a0  N    1  p  ak  

(1.77)

k 1

These are longitudinal statistics that, ideally, are gathered by following the life courses of many people
who have the disease.
In equation (1.77) it is understood that the disease is contracted at age

a0 and that the death

probabilities are the successive probabilities of dying from the disease in the first year - p  a0  1 , the
second year - p  a0  2  , and so on. These are disease survival statistics, closely connected to but not the
same as disease mortality statistics.
1.2.7.11 Approximating multi state disease survival data from mortality assuming no remission
Disease Mortality statistics give the probability that a person will die from the disease in a given year of
life. They make no reference to when the disease from which the person dies was contracted.
Disease Survival statistics give the probability that a person will die from the disease in a given year of life
given that they contracted the disease in some earlier year.
The connection between the two is provided by the equation of the form

pmor  a  

 p  a a  p  a 

a0 a

0

inc

0

(1.78)
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This equation can be used to infer survival statistics when only the incidence and mortality statistics are
known – essentially by choosing the survival statistics so as to get the mortality statistics calculated from
equation (1.78) as close as possible to the known set.
Multi-state diseases have mortality, survival and incidence statistics that are state dependent. Aside from
this additional level of complexity the determination of disease survival proceeds in the same way.
1.2.7.11.1 Setup
For each sex, consider an N-stage, terminal disease for which both the inter-stage transition probabilities,
pi , j  a  is the probability to go from stage i to stage j, and the state-dependent mortality probabilities
K
pmor
 a  (K denotes the stage number and a the age) are known. The following algorithm allows for an

optimal determination of the stage-dependent survival probabilities. In the special case of a single state
disease it reduces to the previously developed single- stage determination of survival.

1.2.7.11.2 Definitions
the probability of not having died from the disease and being in stage K at age
p a | a , K 
K

0

0

given that the disease was contracted at

a,

a0 in state K0

p  a | a0 , K0 

the probability of being dead (from the disease) at age

pinc  a0 , K0 

the probability of first getting the disease in

p  a | a0 

the probability of dying from the disease in stage K at age a given that the disease
was contracted at age a0 and that the person was alive at age a-1

K

was contracted at

a , given that the disease

a0 in state K0
a0 in state K0 given no disease at age 0

These probabilities are linked by the state update equation,
1.2.7.11.3 Disease incidence
The probability that a person, who at age 0 does not have the disease, first gets the disease at age

a0 in

state K0 given as

pinc  a0 , K0  

a  a0 1

K

a 0

k 1



 1   p  a   p
0k

0 K0

(1.79)

1.2.7.11.4 Disease survival
Once a person has the disease they can possibly change disease stage or they can die from the disease.
(This analysis focusses only on the identified disease and does not allow for the possibility that they die
from other causes). Suppose they acquire the disease at age
determined from the initial conditions pi  a0    iK
0

a0 in stage K, then the initial state vector is

 K0  0  ,

p  a0   0 . At subsequent ages, the

state probabilities are given by the recursion equation
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 p0  a  1 | a0 , K 0  
 p0  a | a0 , K 0  




 p1  a  1 | a0 , K 0  
 p1  a | a0 , K 0  

  T  a , a0  

..
...




 pN 1  a  1 | a0 , K 0  
 pN 1  a | a0 , K 0  
 p a  1 | a , K  
 p a  | a , K 
0
0
0
0 
 

 


0
  1   pk 0 
k

0






1
p0,1

 1   p1,k  1  p  a | a0  
 k 1

T  a , a0   

...
...


p0, N 1
p1, N 1 1  p1  a | a0  


0
p1  a | a0 


...

0

...

0

...

...

...

1  p  a | a  

...

N 1



0

N 1

 a | a0 

p


0


0

... 

0

1 

(1.80)
Where, for survival model 2,

 pK0

pK  a | a0    pK1
 pK
 5

 a  a0

 a0  a  a0  4 
 a0  4  a 

(1.81)

1.2.7.11.5 Disease mortality
K
The probability of dying from the disease in stage K at age a , is denoted pmor
 a  is given by the
equation
K
pmor
(a ) 

K0  N 1 a0  a 1

 

K0 1

a0 0

pK  a | a0 , K0  pK  a  1 | a0  pinc  a0 , K0 

(1.82)

1.2.7.11.6 Estimating survival
K
When the disease mortality by stage is known, here denoted pmor
 a  , the sets of survival parameters (3
for each state, and possibly stratified by age) can be estimated by minimising
2
K
K

pmor
a   pmor
a 




S   
2

a




stage K aAgeGroup



(1.83)

1.2.7.11.7 Special case, 2 stage disease
In this case T reduces to the 2 dimensional form. The details are as follows:

0
0
 1  p0,1


1
T  a, a0    p0,1
1  p  a | a0  0 
 0
p1  a | a0 
1 


(1.84)
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The state vector at the age

a0 is

 p0  a0 | a0 ,1   0 

  
 p1  a0 | a0 ,1    1 
 p  a | a ,1   0 
  0 0   

(1.85)

Successive matrix multiplications yield the required results.

p1  a0  1 | a0 ,1  1  p1 0 
p1  a0  2 | a0 ,1  1  p1 0 1  p1 1 
p1  a0  3 | a0 ,1  1  p1 0 1  p1 1 

2

p1  a0  4 | a0 ,1  1  p1 0 1  p1 1 
p1  a0  5 | a0 ,1  1  p1 0 1  p1 1 

3

(1.86)

4

p1  a0  6 | a0 ,1  1  p1 0 1  p1 1  1  p1 2 
4

...

1.2.8 Costs module
The cost module developed for this study includes both direct and indirect cost calculations.
1.2.8.1

Direct costs and Indirect Costs

1.2.8.1.1 Option 1: Total population cost
The cost model used in the simulation is part of the economics module and, here, simply scales the
aggregated individual disease costs according to the relative disease prevalence in years after the start
year for which the costs are known.
In any year, the total healthcare cost for the disease D is denoted CD(year). If the prevalence of the disease
is denoted PD(year) we assume a simple relationship between the two of the form

CD  year    PD  year 

(1.87)

for some constant .
For each of the trial years, the microsimulation records the prevalence of each disease call it PD(year|trial)
and the trial population size for that year, Npop(year|trial). Further assume that the prevalence in the
whole population Npop(year) is a simple scaling of the trial prevalence, then

CD  year    PD  year   

N pop  year  PD ( year | trial )
N pop ( year | trial )

(1.88)

for some constant .
By comparing any trial year to some initial year, year0, the total disease cost in any year is given as
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N  year  N pop ( year 0 | trial ) PD ( year | trial )
CD  year 
 pop
CD  year 0 N pop  year 0 N pop ( year | trial ) PD ( year0 | trial )

(1.89)

The same method is applied for total NHS social care costs if they are available for a specific disease.
1.2.8.1.2 Option 2: Cost per case
Direct costs are calculated based on a cost per case which is constant throughout the simulation.

Direct cost (£) per individual (year) =

Cost per case (£) * Prevalence(year)
Alive (year)

(1.90)

The direct costs are displayed in output2 per million pounds and at a rate defined by the user.

Direct costs (M£) per rate (year)=

Direct cost (£) per individual (year) * rate
106

(1.91)

95% confidence intervals are calculated from the prevalence rates per individual (P) by the equation
below.

95%CI  Direct Costs (year)*1.96

P(1  P)
Trials

(1.92)

1.2.8.2 Intervention costs
The total intervention cost each year is calculated using the following equation (equation (1.93)).

Total Intervention Cost( y)  Annual Intervention Cost  N

(1.93)

Where N is the number of people who are undergoing the intervention.
1.2.8.3 Discounting
For some interest rate r% per annum, an amount CY in year Y is worth an amount CY+1 in year Y+1 where
r
CY 1  1  100
 CY

(1.94)

CY  N  1  100r  CY

(1.95)

And hence after N years
N

Conversely, future amounts are worth less when valued at current prices,

CY  1  100r  CY  N
N

(1.96)

In words: N years from now the cost CY+N, is discounted (discount rate r% pa) to the cost CY now.
1.2.8.4 The incremental cost-effectiveness ratio (ICER)
The ICER was calculated using the following equation.

ICER 

Cost
Qaly

(1.97)
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Where,

Cost  DirectCost  IndirectCost  InterventionCost

(1.98)

2 Software architecture
2.1 Aim of the model
This model utilises a common bespoke method to predict the impact of changing risk factors to measure
chronic disease. UKHF currently have risk factor models for obesity, tobacco, albuminuria and eGFR and
related diseases that include MI, stroke, T2DM, hypertension, COPD, CKD and lung cancer.
The model is an epidemiological/medical competing risk application that uses both stochastic and
deterministic processing capable of projecting cohort mortality rates of an individual or a population,
taking account of the individuals' risk factors and medical profiles. Through its interactive scenario
specification the model allows for the effects of ageing and the projection of future mortality rates, either
with or without taking into account possible future trends in risk factors or medical conditions.
The existing model at the UKHF was adapted and further developed for the EConDA project to include the
risk factors albuminuria and eGFR and multistage diseases.

2.2 Summary of the architecture of the existing model
The existing solution is written in C++ (compiler Embarcadero C++ Builder). It is a modular, objectoriented design and is compiled to run under Windows operating system.
The application has a limited interactive graphics capability designed for the rapid assessment of outputs
and comparative assessments of batched runs. Diagrams and graphs produced in this way can be
exported from the application in suitable file formats. The model is equipped with a suite of editors
allowing flexible and traceable input of individual, cohort or population data.
The model’s inputs are in the form of tab-delimited text files. The application has a number of editors that
can create, edit and store these files. The simulation, disease and scenario editors allow the user to specify
all input data files, parameters and processing rules necessary for a run of the program. The application’s
many data inputs are processed in a similar fashion – for a specified run-configuration the application
dynamically creates and maintains lists of software objects, each object being constructed from a
designated data file (the disease and scenario objects sketched below are examples of this process). Files
input in this way into their corresponding dynamical objects are automatically checked for their data
integrity by the newly created software object’s own methods. Each run creates and stores a time-tagged
configuration file specifying the complete set of input files, output files, parameter settings and rule set.
Provided that the necessary input data are available, it is possible to rerun a simulation by reusing the
configuration file.
Outputs are handled in a similar way but in reverse: run time generated outputs are stored in dynamically
created output objects; at the end of a run the objects write their data to tab-delimited text files. Outputs
can be summary files, medium or low level data files which can be further processed by standard
software packages.
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Input editors

Input files
MODELprocess

Output files
Output editors

Figure 2.6 The model structure.

2.3 Main C++ classes used by the model
Individual members of the population and diseases are modelled by the C++ classes Tperson and
Tdisease respectively. The risk factor trends and scenarios are modelled by the C++ class Tscenario. The
principal operations of the program can be regarded as the interactions of Tperson, Tdisease and
Tscenario objects. These classes have some of their fields and methods highlighted in the following
section and subsections; the idea is to give an indication of the processing chain implemented in the
model. The software closely follows the real world life of individuals – they age in a personal risk factor
environment, possibly catch diseases from which they may recover or die. Figure 7 shows a schematic of
the model illustrating the overall structure of the model and each class.
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Figure 7 Schematic of the model.
2.3.1 Tperson C++ class
People are implemented as instances of the C++ class, Tperson; an indication of its data fields and
methods provided in Table 10 are grouped into the state record. The medHistory record maintains their
current disease and risk factor status together with data necessary for the computation disease-related
transitions. The Tperson object’s data fields are updated annually with the yearByYear(diseaseList,
scenarioList, …) method. The method needs to be supplied with pointers to the list of disease object
pointers being modelled and the list of risk factor scenario object pointers which determines how the
person’s set of risk factors change over the year.
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Table 10 The C++ Tperson class
Tperson

Description

Data field
State

State vector record

medHistory

Medical history record

…

…

Tperson(state0,medHistory
0)
yearByYear(…)

Constructor for initial state and history

Method

…

Updates state and medHistory by one
year
…

2.3.2 Tdisease C++ class
Both single and multistage diseases are implemented as instances of the C++ class Tdisease. An example
of their structure is shown in Figure 8. Each stage of a disease has its own set of disease statistics such as
incidence risks, remission risks and survival risks. Moreover, each disease stage will also contain
economic data such as direct and indirect costs. In addition, to the data fields there are also methods
which are included in the Tdisease class, some examples are provided in Table 11. Disease data are stored
in structured text files – one file for each disease or version of that disease. The key method of the
Tdisease class is function GetRisk() which, for a specified person state, medical history and risk factor
type the method returns the relevant transition probability. If the application is running in a stochastic
transition mode this probability is be compared to an application-generated random number to
determine if the transition takes place; in deterministic mode the same transition probability is included
in the relevant life-disease table that computes and lists the probabilities of being alive and in possible
exclusive disease states or dead.
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Figure 8 Multistage disease architecture
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Table 11 The C++ Tdisease class
TDisease
Data field

name
terminal
state
*DataAvailability
**IncidenceRisk
***SurvivalRisk
**PrevalenceRisk
***RemissionRisk
***MortalityRisk
***RelRisk
…

Description
Disease name
Boolean, true if the disease is terminal
Disease state {normal, severe,…}
Boolean array of Data availability by risk type
Incidence rates by age, gender
Survival rates by age, gender, state
Prevalence rates by age, gender
Remission rates by age and gender,state
Mortality rates by age, gender, state
Relative risks by risk factor type, age, gender
…

Method
TDisease(aFile)
LoadFromFile(aFile)
WriteToFile(aFile)
GetRisk(state,
medHistory,risktype)
…

Constructor using data from aFile
Fills the data fields from aFile
Writes the data fields to aFile
Returns risk for specified risktype
…

Processing is user-specified to be either random (Monte Carlo) or deterministic. The random option can
process any specified population or cohort; the deterministic option processes only cohorts. In this
context: a population is a specified number of males and females whose age distributions and risk factor
distributions are input as appropriate tab delimited text files; a cohort is a text file of individuals
specifying, for each individual, their initial state and medical history. The user-options and necessary data
files are specified in the application’s simulation editor.
The user must also specify the set of diseases and the set of risk factors that is being simulated. Again this
is done via the appropriate application editor: The disease editor allows the construction and
identification of a batch file of disease files; the simulation editor allows for the specification of the mix of
risk factors and, where necessary, their distributions by age and gender. The simulation editor also
provides the mechanism by which essential run parameters are specified – the start year, stop year,
number of trials, and so on.
Individuals are processed one at a time from the simulation’s start year until they either die or reach the
simulation’s stop year. In each simulated year they can either contract any mix of the modelled diseases
which they do not yet have, achieve remission from any disease or disease stage they might have, die
from any terminal disease they might have or die from other causes. (Other causes are modelled as a
single, instantly fatal, terminal disease; its incidence probability is constructed via the Disease editor from
the modelled diseases’ mortality statistics and the appropriate national mortality statistics).
Each run of the model requires the specification of a risk factor scenario for each risk factor modelled.
These scenarios can simply maintain risk factor distributions at their start year values or they can allow
for the modelling of risk factor trends or medical advances resulting in the reduction of disease incidence
or improvements in the survivability of specified diseases.
2.3.3 Tscenario C++ class
Scenarios are modelled as instances of the C++ Tscenario class and are constructed by the scenario editor
that is accessed via the simulation editor.
Runs can be organised into batches with different runs having different risk factor scenarios. This allows
for direct comparisons to be made – for example, what happens to life expectancy with or without
improvements to the treatment of stroke.
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Scenarios are implemented as instances of the C++ class, Tscenario; an indication of its data fields and
methods are provided in Table 12.
The scenario objects are constructed from files that are created by the scenario editor.
Much of the input data (disease data, mortality data, demographic data, etc.) is typically changed on an
annual basis. Such changes are easily accommodated and logged via the input editors – the disease,
distribution and simulation editors.
New diseases that are described by the current set of risk factors can be added to (or subtracted from) the
simulation via the disease editor.
The model has essentially only two external software dependencies: its own C++ development
environment and its host processor’s operating system. The configuration was chosen for ease of its
maintainability.

Table 12 The C++ Tscenario class
Tscenario
Data field
scenarioType

Type of scenario eg. {BMI, smoking,… }

start year

Year at which scenario starts

stop year

Year at which scenario stops

futureRiskFile

File specifying future risk distribution

targetAgeGroup

Target age group eg. {18+}

targetGenderGroup

Target gender group eg. {males,females}

…

…

Tscenario(aFile)

Constructor using data from aFile

LoadFromFile(aFile)

Fills data fields from aFile

…

…

Method

2.4 Person Editor
2.4.1 Methods: difference with the microsimulation
The model can run a person editor using a deterministic method to calculate an individual’s risk of getting
a disease based on their age, sex, current disease state, medical history and risk factor level. For stochastic
transitions (microsimulation) this probability is compared to an application-generated random number
to determine if the transition takes place. In the deterministic method this probability is included in the
relevant life-disease table that both computes and lists the probabilities of being alive with no disease,
within possible exclusive disease states and dead.
2.4.2 Inputs
The inputs are shown in Figure 9:
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Figure 9: Input tables
The main inputs are: age, sex, years of interest and risk factor level.
2.4.3 Outputs
Three types of outputs can be extracted:
-

The probability of getting a disease or several diseases by age (Figure 10):

Figure 10: Life-disease table for an individual starting at age 20 as a never smoker
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-

Comparison of 2 trajectories of interest: for example, smoker versus non smoker: Figure 11
shows the probability by age of getting CHD for non-smoker individual (in green) versus a
smoker (blue)

Figure 11: Probability of getting a disease in this case CHD versus the age of the individual. The
blue line represents a smoker and the green line a never smoker.

-

The life expectancy can also be calculated for both interventions. The life expectancy calculation
will consists in summing over the probability of being alive in each possible year of life.
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